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Abstract. Self-adaptability is a feature that has been proposed to deal with the increasing 
management and maintenance efforts required by large software systems. However this 
feature is not enough to deal with the longevity usually these systems exhibit. Although self-
adaptive systems allow the adaptation or reorganization of the system structure, they generally 
do not allow introducing unforeseen changes at runtime. This issue is tackled by dynamic 
evolution. However, its support in distributed contexts, like self-organizing systems, is 
challenging: these systems have a degree of autonomy which requires asynchronous 
management. This paper proposes the use of asynchronous dynamic evolution, where both 
types and instances evolve dynamically at different rates, while preserving: (i) type-
conformance of instances, and (ii) the order of type evolutions. This paper describes the 
semantics for supporting the asynchronous evolution of architectural types (ie. types that 
define a software architecture). The semantics is illustrated with PRISMA architecture 
specifications and is formalized by using typed graph transformations. 

Key Words: dynamic evolution, asynchronous updates, software architecture, typed graph 
transformations. 

1. Introduction 

A well-known property of current and future software systems is their increasing scale and 
complexity [ 42]. Larger size and complexity requires more management and maintenance efforts, 
which increase the costs of such systems [ 39]. In order to alleviate the management issues, self-
adaptability is being proposed as a feasible solution [ 23, 24].  

Self-adaptability is the ability of a system to manage itself at runtime, that is, to adapt its 
structure or organization in response to changing operating conditions or user requirements. There 
are two main engineering approaches realizing self-adaptability, which differ on how the 
interaction patterns of the system are managed. On the one hand, top-down self-adaptable 
approaches rely on a centralized representation/model, which describes the relations among the 
different elements of the system. Self-adaptability is guided by this model: (global) decisions are 
taken upon this model and changes are applied on the system globally. An example of top-down 
approaches are self-adaptive systems [ 12, 32], which are based on an architecture model and a set 
of (high-level) goals to guide the adaptation process. On the other hand, bottom-up approaches are 
fully decentralized: interactions are managed locally by the elements of the system. Thus, self-
adaptability emerges from the local adaptation decisions taken by each component. An example of 
bottom-up approaches are self-organizing systems [ 38, 41], which are based on algorithmic 
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functions to guide the (local) adaptation process. These systems, usually of a distributed nature, are 
composed of several autonomous instances, which run concurrently and organize themselves 
according to different criteria. However, although self-adaptability can support the management of 
large software systems, it is not enough to deal with another property: their longevity. Due to their 
high development costs and mission critical nature, many systems are being used for a long period 
and with very little time for maintenance. Unforeseen maintenance operations may be required by 
technology changes, new requirements or necessary corrective measures. Although self-adaptive 
and self-organizing systems allow the adaptation or reorganization of the system structure, they 
will not generally allow to introduce new functionality at runtime. 

What happens if the behaviour of the components, or the reorganization algorithms, need to be 
changed without the system being stopped? Then, dynamic evolution is required. Dynamic 
evolution enables the modification of running software artifacts, thus allowing the introduction of 
new, non-predicted changes. However, the support for dynamic evolution in distributed contexts, 
like self-organizing systems, is challenging. Due to the autonomous nature of self-organizing 
instances, their dynamic evolution cannot be performed synchronously with respect to other 
instances. That is, while one instance may be able to accommodate new changes, another one may 
not (due to various constraints, e.g. it might be disconnected). In this context, it is difficult and 
time-costly to stop (and synchronize) all the distributed entities to introduce a new update.  

The solution we propose is the use of asynchronous dynamic evolution. Dynamic asynchronous 
evolution is a feature that allows introducing changes in a running system concurrently, but 
maintaining the order of changes. It allows any type of the system and its instances to evolve at 
different times. Then, a type may be dynamically updated several times, while each one of its 
instances: (i) remains out of date, (ii) continues evolving to a previous version, or (iii) starts 
evolving to the last version. Asynchronous evolution is useful for those situations where dynamic 
evolutions are required, but synchronisation is not possible and evolutions should be postponed. 
For instance, this is the case for distributed and/or autonomous systems, because they are 
composed of entities that sometimes may be inaccessible (i.e. distributed systems) or busy 
(autonomous systems). Furthermore, asynchronous evolution is also useful for building systems 
with a dynamic nature, that is, with a high rate of dynamic changes. For instance, systems that are 
incrementally or collaboratively built at runtime, like dynamic web systems, require to 
concurrently introduce new changes on the system specification while its instances are still 
running or evolving to previous versions.  

In this paper we introduce a semantic model for asynchronous dynamic evolution of software 
architectures. The contribution of this paper is twofold: (i) a general and abstract model of 
asynchronous evolution; and (ii) its application to the evolution of types in PRISMA architectural 
specifications. Specifically, asynchronous evolution is modelled by the definition of patterns of 
changes in terms of typed graph transformations [ 17, 21]. This paper describes the approach, but 
due to lack of space does not contain the complete model. The approach is illustrated by its 
application to the dynamic evolution of PRISMA architecture specifications (i.e. the type) and its 
configurations (i.e. its instances). 

This paper is organized as follows. Next section introduces the asynchronous evolution of 
types, the differences with synchronous evolution, and the challenges it poses. Section 3 describes 
PRISMA architectural types, which are used to illustrate our approach. Section 4 introduces the 
formalization of asynchronous evolution of architectural types by using graph transformations. 
Then, sections 5 and 6 discuss our approach and related work. Finally, section 7 presents the 
conclusion and further works. 

2. Asynchronous Evolution of Types 

In order to describe what dynamic asynchronous evolution is, first the concept of types and 
instances should be introduced. A type is an abstract concept which defines the structure (i.e. the 
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state) and behaviour (i.e. how this state is modified) of a software artifact. A type is comprised of 
two elements: a specification, which is the high-level description of a software artifact, and an 
executable code, which is the realization of this software artifact (and the implementation of the 
specification). In a Model-Driven-Development approach [ 6], the executable code is automatically 
generated from a (possibly partial formal) specification, which reflects how both elements are 
closely related. The executable code allows the creation and execution of different instances of the 
software artifact. An instance is the execution of a type on a concrete platform: it behaves as 
defined by the type specification, and it is characterized by an internal state (i.e. the data stored in 
the instance), which is different from other instances. 

When a type, that is deployed and active in a software system (i.e. it has been instantiated), 
needs to be changed or updated, dynamic software evolution [ 11, 40] (or online software evolution 
[ 48]) is used. Dynamic software evolution is a feature that allows changing a type without the need 
to shut down the system. This is performed by the following evolution process: (1) the 
modification of the current type specification; (2) the update or regeneration of the executable 
code of the type, so that instances could be created according to the updated type; and (3) the 
evolution or migration of the running, stateful instances to integrate the changes. The last step is 
the longest, because it entails the quiescence (i.e. the safe stopping) of all the instances that are 
going to evolve. This quiescent [ 25] or tranquil [ 47] status† of an instance guarantees that there are 
no pending or running transactions which could be affected by the evolution process.  

The dynamic evolution process can be synchronous or asynchronous, depending on how a type 
and its instances evolve with respect to each other. In dynamic synchronous evolution, a type and 
its instances are evolved sequentially, i.e., the evolution of a type is followed immediately by the 
update of its instances before the type can evolve any further. In dynamic asynchronous evolution, 
a type and its instances are evolved independently. The type may evolve again before all of its 
instances have applied the previous changes. Asynchronous evolution advantages synchronous 
evolution when evolution requests are frequent and/or when instances are highly distributed or 
partly reachable. On the one hand, in asynchronous evolution changes can be performed earlier: a 
type can be evolved as soon as required, without waiting to update all of its instances. This is 
useful for developing highly flexible systems, i.e. those systems with a high probability of 
changes. On the other hand, changes can be propagated and applied asynchronously, without 
requiring the instances to be permanently reachable. This is particularly useful for supporting 
dynamic changes in distributed systems and/or mobile systems.  

In order to better understand the implications of synchronous and asynchronous evolution 
approaches, we need to detail how they manage the execution of multiple evolution processes. But 
first let us introduce the concepts of type version, activeness, and evolution process. 

The different evolutions of a type over time are reflected by means of type versions. Each time a 
type is evolved, a new version is created/generated. This version contains the new (evolved) type 
specification and the executable code from which new instances will be created. A type version is 
kept in memory while it is active. A version is active while: (i) it is the most recent type version, or 
(ii) it has running instances. The most recent type version is active by default (i.e. loaded in the 
system) to allow its evolution: only the latest version can be evolved. The previous versions are 
outdated and are only kept in the system to allow the execution of out-of-date instances. As soon 
as the out-of-date instances are updated or deleted, then the old type version is not active anymore 
and can be safely unloaded from the system. The evolution of a type and its instances is performed 
by an evolution process, which: (i) evolves the latest version of the type (generating a new 
version), and (ii) evolves the instances from the previous version to the new version, preserving 
their states. In general, the end of an evolution process implies the inactivity of the type version 
that has been updated, due to the evolution of all of its instances to the new type version. 

                                                           
† As introduced by Vandewoude et al. in [ 47], we will use the distinction between the internal state of an 

element (which is migrated or transformed in the evolution process), and the status that describes its 
condition with respect to the evolution process (idle, active, quiescing, passive, ...) 
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Fig. 1 describes visually the execution of several evolution processes and how they are 
managed in synchronous (Fig. 1(a)) and asynchronous (Fig. 1(b)) approaches. This figure shows 
the evolution of a type, called T, and the evolution of its instances, identified by numbers 1, 2, 3. 
In Fig. 1 the different versions of the type T (i.e. its evolutions) are depicted as squares (T0, T1, T2 
and T3). The position of each square represents the time when the corresponding version was 
introduced in the system. An adjacent, diamond-ended, dotted line represents the lifetime of a 
version (i.e. the time that a version is active in the system). Circles with identical number represent 
instantiations or evolutions of an instance. The vertical position of each circle depicts the version 
that the instance is conformant to, whereas the horizontal position depicts time: (i) the moment 
when the instance was created; or (ii) the moment when the instance evolved from a previous 
version (the instance had a state which has been migrated to the new version). However, the figure 
does not describe the reason why an instance delays its evolution: this may be due to that: (i) the 
instance has not yet received the evolution request (i.e. in distributed systems), or (ii) the instance 
is waiting to reach a quiescent status. Finally, solid round-ended lines (see Fig. 1) depict evolution 
processes, which start with the generation of a new version and end when all the instances of the 
old version have been evolved to the new version.  

 

 
Fig. 1. Synchronous vs Asyncronous Evolution 

Fig. 1(a) shows the dynamic evolution of the type T following a synchronous approach, as 
implemented in most of current approaches (e.g. [ 31, 48]). In this approach, a new evolution 
process cannot be started until the completion of the previous evolution process. This delay is 
depicted in the figure as a dotted line at the beginning of each evolution process. For instance, 
although the evolution request “T1 T2” have been received at time instant 6 (see Fig. 1(a), 2nd 
evolution process), the evolution process cannot start (i.e. it cannot generate the new version, T2) 
until time instant 9, when the previous evolution process “T0 T1” finishes the evolution of the last 
instance of T0, identified as 2. As it can be seen from the figure, the main disadvantage of 
synchronous evolution is the time that is needed until a new change can be introduced in the 
system. This may be an important drawback when evolving either distributed or mobile systems, 
where network fluctuations and/or the reachability of the instances (e.g. some may be 
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disconnected) may increase the time needed to propagate new changes, and thus, the time needed 
to perform several dynamic changes.  

On the other hand, Fig. 1(b) shows the dynamic evolution of the type T following an 
asynchronous approach (e.g. [ 37]). In an asynchronous evolution approach, type and instances 
evolve at different times. This allows evolution processes to overlap their execution: as soon as a 
type has been evolved, it can be evolved again, although some of its instances may still be 
applying the previous changes. Several examples of overlapping evolution processes are shown in 
Fig. 1(b). For instance, at time instant 6 the evolution process “T0 T1” is still active (see the 1st 
evolution process, started at instant 3), because the instance 2 is still pending to evolve T0 to T1. 
However, as soon as the change request “T1 T2” is received (see the 2nd evolution process), it is 
immediately executed: the version T1 is evolved despite there are instances pending to evolve to 
this version (i.e. the instance 2). Another example of overlapping evolution processes (and type 
versions) is shown at time instant 13, where there are three active type versions: T1, T2 and T3. 
These versions provide the behaviour of the instances 3, 1, and 2 respectively. Two pending 
evolution processes, “T1 T2” and “T2 T3”, are still active: the former to evolve the instance 3 to 
version T2, and the latter to evolve the instance 1 to version T3. Each instance can evolve 
independently of the other instances, without waiting for the other instances to finish the previous 
evolution process(es). As soon as an instance is ready to evolve to the next type version, it does, 
although other instances remain in k-previous versions. 

That is, while in synchronous approaches only one version and one evolution process is active, 
in asynchronous approaches several versions and evolution processes can coexist at the same time. 
However, this does not necessarily mean that several evolution paths (i.e. version branching) are 
allowed. Our approach is focused on an incremental evolution setting: the set of changes 
performed at time t (both at type-level and instance-level) is performed on the result of changes 
performed at time t-1. At the end, all the instances must integrate all the sequence of changes 
introduced over time. In order to do this, only a single evolution path must be allowed. Only in this 
case we are able to determine the correct version an instance must be evolved to. A single 
evolution path can be guaranteed by constraining the evolution to only the latest type version, 
protecting it from concurrent evolution requests. Thus, evolution processes are sequenced: a new 
evolution process cannot be started until the previous one has generated at least the new type 
version (it makes no sense to evolve something that has not been generated yet). And an evolution 
process cannot finish until the end of the previous evolution process. This is because the previous 
evolution process may still be evolving instances, which must be also evolved by the newer 
evolution process in order to integrate the newer changes. 

Asynchronous evolution takes a step forward from synchronous evolution: it allows us to 
introduce multiple (but ordered) change requests, deferring them until they can be effectively 
applied. For instance, this will allow different stakeholders to update different parts (i.e. types) of a 
system at different times, without taking into account the update of the running (and perhaps 
distributed) instances. This update will be carried out by the evolution infrastructure.  

However, the consequence of this is that asynchronous evolution is also the most challenging. 
Most of related works have been focused on the challenges posed by synchronous evolution: the 
adaptation of runtime data structures and code [ 27, 31, 40], the state consistency before and after a 
dynamic change [ 25, 47], or the migration of the state [ 37, 46]. Asynchronous evolution builds on 
the features provided by synchronous evolution, but adds new features (asynchrony) which in turn 
poses new challenges: 

• Type conformance. Since types evolve at different rates with respect to their instances, it 
is then difficult to check if the instance-level is conformant to the type-level. 

• Version management. Different evolutions of a single type entail the existence and 
management of different versions of this type at runtime (at least where there are running 
instances of such type), which adds more complexity to the process. 

• Order of evolution processes. In such a case where a type could require a high rate of 
evolutions, it could happen that an instance might have two or more pending evolutions. 
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In this case, the order of pending evolutions must be preserved. This is important in 
distributed systems, where instances may receive newest evolution changes before the 
older ones.  

• Coherence of interactions. Interactions among instances that are in different versions can 
produce incorrect behaviours. The context where instances evolve is also important. 

These challenges are addressed in Section 4. Next we introduce the context of this work, which 
will allow us to illustrate how we have modelled asynchronous evolution. 

3. PRISMA Architectural Types 

Software Architecture [ 36, 44] provides techniques for (i) describing the structure (or 
architecture) of complex software systems (i.e. the key system elements and their organization), 
and (ii) reflecting the rationale behind the system design. The structure of a software system is 
mainly described in terms of architectural elements (i.e. components and connectors) and their 
interactions with each other. This structure is formally specified using an Architecture Description 
Language (ADL), which is used later to build the executable code of the software system. 

Our work is focused on supporting the dynamic evolution of this structure: evolving both the 
formal system description (i.e. the ADL specification) and its executable code. Among the 
different formal ADLs from the literature [ 28], we selected the PRISMA ADL [ 33, 34] because of 
the benefits it provides for supporting dynamic evolution. First, the PRISMA language allows 
modelling the functional decomposition of a system (by using architectural elements), and the 
system’s crosscutting concerns (by using aspects), which results in more simple, clear, and concise 
system specifications. This allows us to separate parts of the software that exhibit different rates of 
change, and evolve only the interesting parts [ 29]. Second, PRISMA does not only allow 
modelling the structure (i.e. the architecture) of a system, but also allows describing precisely the 
internal behaviour of each architectural element. The behaviour is specified by using a modal logic 
of actions [ 43] (for describing services) and π-calculus [ 30] (for describing interactions among 
services); see [ 35] for more details. Thus, since the internal behaviour is formally described, this 
allows us to automatically interleave the actions required to perform the runtime evolution of its 
instances: (i) actions to achieve quiescence, and (ii) actions to perform the state migration. Lastly, 
the PRISMA ADL is supported by a Model-Driven Development framework [ 6], which allows the 
automatic generation of executable code from PRISMA models/specifications. This also benefits 
the support for dynamic evolution. The code generation templates can include not only the code 
for supporting the runtime evolution of the system, but also the code to reflect the changes on the 
formal system specification, keeping both in sync. In particular, in this paper we cover the 
semantics for supporting the asynchronous dynamic evolution of PRISMA architectures. For this 
reason, next we introduce the main concepts of the PRISMA ADL and a small example, which is 
used later to illustrate our approach.  

The PRISMA ADL defines the architectural elements of a software system at different levels of 
abstraction: the type definition level and the configuration level. The type definition level defines 
architectural types, which are instantiated in specific architectures or are reused by other 
architectural types. The configuration level defines the architecture of a concrete software system, 
by creating and connecting instances of the architectural types defined at the type definition level. 
In other words, the configuration level specifies the topology of a specific architectural instance. 
This separation among the type level and the configuration level allows to easily differentiate-and 
implement-changes in a type and changes in a configuration (i.e. an architectural instance).  

An architecture is defined at the type-level as a pattern, so that it can be reused in any other 
system or architectural type. The architectural type that defines this pattern is called System‡. A 

                                                           
‡ In order to avoid confusions, we will use capitalized letters when referring to concepts of the PRISMA 

metamodel (e.g. System and Configuration). 
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System can be used in other architectural types as a single unit, and be treated like other simple 
architectural types (i.e. components and connectors). This allows PRISMA to support the 
compositionality, or hierarchical composition, of its architectural elements: the architecture of a 
complex software system can be described as a composition of several architectural elements 
which, in turn, can be described as the composition of other architectural elements. Thus, a 
complex system can be recursively defined as an architecture of architectures, because each 
composition describes an architecture. 

The pattern of a System defines: (i) a set of ports for communicating with its environment (or 
with other architectural elements); (ii) the set of architectural types it is composed of and the 
number of instances that can be created of each type; and (iii) the set of valid connections among 
the architectural types and the number of connections allowed. A port defines a point of interaction 
among architectural elements; it publishes an interface with a set of provided and/or required 
services. A connection can be of two kinds: an Attachment, if it links two architectural elements; 
or a Binding, if it links an (internal) architectural element with one of the ports of the system (i.e. 
allowing the communication with external architectural elements). For instance, Fig. 2-top shows a 
System called Sys. It consists of two architectural element types, A and B, with a cardinality of 1..1 
and 1..n, respectively. These types are connected to each other by an Attachment called Att_AB 
with a cardinality 1..1 and 1..n. These cardinalities mean that only one instance of A is allowed, 
which can be connected to several instances of B. Finally, Sys interacts with its environment by 
means of the port p1. The behaviour of this port is provided by the architectural type A, which is 
connected by means of the Binding called Bin_p1A.  

 

 
Fig. 2. Example of a PRISMA System and two Configurations 

 
Fig. 3. Example of PRISMA ADL specifications 
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The instantiation of a System is defined at the configuration-level, and is called Configuration. 
A Configuration instantiates a concrete architecture from the different combinations allowed by 
the pattern: it instantiates each of the architectural types defined in the pattern and connects them 
appropriately. For instance, Fig. 2-bottom shows two Configurations, C1 and C2, of the System 
Sys. The PRISMA ADL specification of this example is shown in Fig. 3.  

In order to later illustrate the asynchronous evolution process, we will use this example, 
assuming that these two Configurations, C1 and C2, are instantiated (and running) in different 
parts of a large software system.  

4. Formalization of the Evolution Process 

Dynamic evolution is not a feature of a software system, but a feature of its architectural types. 
The reason is that a software system is composed of several elements, probably heterogeneous, 
and not all of them require dynamic change support. Some of them may be evolvable whereas 
others may not. If a type is evolvable, it requires a specific infrastructure to support its dynamic 
evolution, which is independent of the other types of the system. The structure of a type (i.e. its 
state space) is different from other types, so different (state-migration) functions will be required 
to evolve the instances of each type. In our approach, evolvable types are generated with the 
required evolution infrastructure. We are not going to describe the details of such infrastructure, 
since it has been covered in other works [ 13, 14]. Here we describe the semantics of the 
asynchronous dynamic evolution process performed by this evolution infrastructure and how to 
cope with the problems it poses.  

An (asynchronous) dynamic evolution process is triggered when a meta-service called 
Reflection, provided by each evolvable architectural type, is invoked. This service requires a new 
specification for the type to evolve, which is described in terms of modifications on the current 
type specification§: additions, deletions or updates. An optional parameter allows specifying a set 
of instances to exclude from the evolution process. This is useful in situations where it is 
preferable to not evolve an instance but destroy it when it is not longer needed.  

The set of modifications that can be performed on an architectural type is defined by its 
metamodel (recall that a metamodel describes how an architectural type is defined). According to 
the PRISMA metamodel [ 35] and the definition of the System element, we have defined 13 
evolution operations for System architectural types (see Fig. 4). Each operation involves runtime 
changes both at type-level and instance-level.  

 

 
Fig. 4. PRISMA evolution operations for System types 

                                                           
§ There is another meta-service, called Reify, which provides –at runtime- the current type specification, so it 

can be evolved. 

AddArchitecturalElement(aeName, type, minCard, maxCard)
AddAttachmentType(attName, sourceAE, sourcePort, srcMinCard, srcMaxCard, targetAE, targetPort, trgMinCard, trgMaxCard) 
AddBindingType(bindName, srcPort, targetAE, trgMinCard, trgMaxCard) 
AddPort(portName, interface, [playedRole]) 
RemoveArchitecturalElement(aeName) 
RemoveAttachmentType(attName) 
RemoveBindingType(bindName) 
RemovePort(portName) 
UpdateArchitecturalElement(aeName, newType, [newMinCard, newMaxCard]) 
UpdateAttachmentType(attName, srcMinCard, srcMaxCard, trgMinCard, trgMaxCard) 
UpdateBindingType(bindName, trgMinCard, trgMaxCard) 
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For instance, Fig. 5 shows two evolution processes which modify the System Sys described 
previously in Fig. 2. The first evolution process, started in time t1, introduces a new architectural 
type C, with a minimum and maximum cardinality of 1 and n, respectively. This type is attached 
(attachment type called ‘A-C’) to the port ‘pA’ of type A, with these cardinalities: C A[1..1], 
A C[1..n]. This evolution process also removes the type B and the attachment from A to B. The 
second evolution process, started in t5, introduces a new type D that is attached to the type C, 
added in the previous evolution process. 

 

 
Fig. 5. Example of two evolution processes 

 
Fig. 6. Example of an architectural type with evolution tags 

The successful execution of each evolution process creates a new version (i.e. a new 
specification) of the architectural type being evolved. Type versions are identified from each other 
by means of a version number, which is increased each time an evolution process is applied on the 
type successfully. Each instance also contains an attribute which keeps track of the type version 
that it is currently an instance of. This is used to control that only the evolution operations leading 
to the next type version (from the instance perspective) are taken into account, thus preserving the 
order of evolutions.  
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In our approach, only one single type specification is needed to describe both the current and 
previous type versions. This is possible because each change that is performed on an architectural 
type is also reflected on its specification, by means of evolution tags. An evolution tag is linked to 
one of the elements a type specification consists of (e.g. in the case of a System: architectural 
elements, connections and ports), and describes: (i) the kind of evolution operation performed (i.e. 
addition, removal or update), and (ii) the type version where the evolution operation took place. 
Fig. 6 shows an example of such a tagged specification, which describes the different type versions 
produced by the evolution processes presented in Fig. 5. For instance, the tag [+,1] near the 
declaration of the type C in the specification of System Sys (see Fig. 6, right) tells us that the type 
C has been imported in version 1 of Sys.  

With such a tagged type specification, the specification of a type t at version v can be obtained 
applying this function: 

  , , , ,  (1) 
 
This function builds a set with: (i) the elements of the first version of the type t (i.e. before the 

execution of any evolution operation): Spect(v0); and (ii) all the elements that have been added to 
the type t since the first version, v0, until version v: Addt(v0,v). Then, from this set are excluded all 
the elements that have been removed from the type t since the first version, v0, until version v: 
Remt(v0,v). Finally, from the last resulting set are replaced the elements that have been updated 
since the first version, v0, until version v: Updt (Spect,v0,v). Then, an instance i, whose version is vi, 
will be conformant with a type t if its structure satisfies the specification returned by the function 
Spect (vi) defined above. 

4.1 Describing the Semantics of Evolution 

As described above, an evolution process comprises the execution of several evolution operations; 
each evolution operation impacts one of the elements an architectural type consists of. The 
complete set of evolution operations of System types has been formalised by means of typed graph 
transformations [ 21]. Graph transformations combine the idea of graphs as a modelling paradigm 
with a rule-based approach to specify the evolution of graphs. They are supported by an 
established mathematical theory and a variety of tools for its execution and analysis [ 17]. The 
main reasons to choose typed graph transformations as the basis for the formalisation are the 
following: (i) software architectures can be easily formalised as graphs, as shown in other works 
[ 22, 49]; (ii) graph transformations are asynchronous, i.e., each rule can be applied once its 
preconditions are satisfied, which benefits the formalisation of  asynchronous evolution; and (iii) 
typed graphs capture the relation among types and instances, required to model the evolution both 
at the type-level and instance-level.  

In this work, typed graph transformations have been used to describe the observed behaviour of 
evolution operations: i.e. how a System type and its instances change as the execution of evolution 
operations. These graph transformations are presented using an architecture-based concrete syntax, 
which is more concise and easier to understand than the graph-based abstract syntax. Instead of 
using only vertices and nodes (as provided by the graph-based abstract syntax), a concrete syntax 
allows describing the same behaviour using concepts closer to the area of software architectures 
(i.e. components, ports, attachments, etc.), but extended with concepts required to deal with 
asynchronous evolution. The mapping of this architecture-based concrete syntax to the graph-
based abstract syntax will be described later in section 4.2. 

The semantics description of the entire set of evolution operations (11 in total, see Fig. 4) has 
produced 43 transformation rules, concerned with the evolution management of the type-level, the 
instance-level or both. Due to space reasons, we will only describe the formalization of the 
operations involved with the addition of a new architectural type to the composition of a System, 
and with the update of an architectural type. We have chosen these operations because they are 
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enough to illustrate how the different challenges described in section 2 are addressed by their 
respective transformation rules. Each rule is self-contained and can be understood without 
requiring the description of the complete set of rules. 

4.1.1 Addition of a new Architectural Type 
 
The addition of a new architectural type to a System is started by the execution of the 
AddArchitecturalElement operation. This operation modifies the composition of a System type to 
add a new, unforeseen, architectural type at runtime. This operation requires four parameters: 
AEName, the alias of the type to add; type, the executable code of the type to add; minCard, the 
minimum number of instances of this type that must exist in each system instance; and maxCard, 
the maximum number of instances that can exist in each system instance (i.e. in each 
Configuration). Its semantics is described by the rule R1 (see Fig. 7), which acts at the type-level. 
The left hand side of the rule (see Fig. 7, left side) specifies the condition(s) that must be satisfied 
to execute such rule: the type to add (i.e. AEName) must not already be present in the pattern 
defined by the System type. The System type to modify is represented as the top-left component 
named ‘S’, and the set of its instances as a multiobject (i.e. a collection of elements) named ‘S1’ at 
the bottom-left. The right hand side of the rule (see Fig. 7, right side) specifies the consequence of 
applying the rule: the pattern of the System ‘S’ has been modified to include a new architectural 
type, identified by AEName. This new type can be instantiated in each one of the System instances, 
but only while satisfying the minCard and maxCard constraints.  
 

 
Fig. 7. Rule R1 - AddArchitecturalElement 

As described before, a System type keeps track of the changes performed on it, in order to 
describe its evolution over time and to control the asynchronous evolution of its instances. This is 
also described in the transformation rules. When the rule R1 is executed, a new add tag 
(represented with the symbol ‘+’) is created and attached to the new architectural element (see Fig. 
7, right side). This tag is initialized with the current version number of the System type (whenever 
a new evolution process is started, the version number of the type is increased; the new evolved 
type is identified by this version number). This tag is also provided with a link to every instance of 
the type that must be evolved to the new type specification (remember that we can exclude 
instances from new evolutions). This relationship is reflected in R1 with the ‘pending_evol’ link to 
the set of instances. The use of this link will be shown later.  

Changes at the instance-level are performed by reconfiguration operations. A reconfiguration 
operation can change the configuration (i.e. the topology) of a System instance (those where the 
service has been invoked), but only while conforming to the pattern defined in its System type. In 
addition, if a System instance has pending evolutions to apply, a reconfiguration operation also 
constraints the set of allowed changes in order to converge to the new type. For instance, if a type 
has been removed from the System pattern, the reconfiguration operation CreateArchitectural 
Element will not allow creating instances of such type. In order to carry out these checkings, a 
reconfiguration operation takes into account the system instance current version and the set of 
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evolution tags corresponding to the instance version + 1 (i.e. to check valid type conformance and 
to lead the instance convergence to the next type version). 

Instances of architectural elements are created by invoking the reconfiguration operation Create 
ArchitecturalElement. This service requires three parameters: AEType, the name of the 
architectural type which to create an instance; id, a unique identifier of the instance to create; and 
params, the parameters required to create an instance of the type AEType. The semantics of this 
reconfiguration service is described by the rule R2 (see Fig. 8). In this rule, S1 is a Configuration 
(i.e. an instance of a System), and its type is the System S. 

The left-hand side of the rule describes which conditions must be satisfied to allow the 
instantiation of an architectural type, AEType, in the Configuration S1 (the context where the 
reconfiguration service has been invoked). These conditions are the following: 

(i) The architectural type AEType must be defined in the type of S1: AEType exists in the 
pattern defined by the System S (see Fig. 8, top, in the box called S) 

(ii) The instance S1 cannot have another instance of AEType with the same identifier id. 
(iii) The number of instances of AEType created in the Configuration S1 is lower than the 

maximum cardinality maxCard defined in the System S (see Fig. 8, condition 1).  
(iv) The type AEType has not been removed from the System S (i.e. it has not been tagged for 

deletion, see Fig. 8, cond. 2, first part). Or, if it has been removed, it has not been done in the 
subsequent evolution of the System type (i.e. it has been removed in a version later than the 
Configuration version + 1, see Fig. 8, condition 2, second part). Thus, the rule takes into account 
not only the conformance of a Configuration to its System type (i.e. same version), but also its 
convergence to the subsequent evolution of its System type. 

(v) If the type AEType has been added at runtime (i.e. it is tagged with an addition tag), it has 
been done in previous versions of the System type (i.e. the version of this addition tag is less than 
or equal to the Configuration version, see Fig. 8, condition 3) or in the subsequent evolution of the 
System type (i.e. the version of the AEType addition tag is equal to the Configuration version + 1). 
In other words, the type AEType cannot be instantiated if it has been added in future versions of 
the System type (with respect to the Configuration perspective). Thus, the order of runtime type 
evolutions is preserved.  

 

 
Fig. 8. Rule R2 - CreateArchitecturalElement 

The right-hand side of the rule describes how the AEType type is instantiated in a Configuration 
(a System instance). Each new instance created is left in a quiescent state [ 25] by default, i.e. it 
cannot start or process any transaction. This is represented by using the symbols ‘[’ and ‘]’ around 
the software artifact being quiescent (see Fig. 8, right-hand side). The creation of instances stopped 
by default is to guarantee that the minimum cardinality constraint defined in the System type is 
satisfied first. Thus, several instances can be created, but they will not be started until their number 
would not be enough.  

The original publication is available at www.springerlink.com



The activation of the quiescent instances is performed by the rule R3 (see Fig. 9). This rule is 
automatically triggered when any System instance (depicted as ‘S1’ in the figure) has so many 
quiescent instances of the type AEType as specified in the property mincard, defined in the System 
type S (see Fig. 9, condition 1). The conditions 2 and 3 depicted below the rule are only defined to 
guarantee that the System type version chosen by the rule conforms to the current version of the 
System instance. The execution of this rule unblocks (i.e. start the execution of) the set of 
instances of the type AEType (note that the symbols ‘[’ and ‘]’ have been removed from the right 
hand side).  

 

 
Fig. 9. Rule R3 – ActivateAddedArchitecturalElement 

Another effect of the execution of the rule is that it removes the link ‘pending_evol’ among the 
addition tag (depicted as ‘+’ in the rule) and the System instance S1 where the rule has been 
applied. This means that the System instance S1 has integrated the new type AEType as specified 
by the System type S, which was introduced in its version S1.Version+1. In other words, the 
System instance now has integrated one of the evolution operations that were pending. 

However, since an evolution process is made of several evolution operations, a System instance 
could not be promoted to a new version of the System type until all the evolution steps would be 
performed. This is described by the rule R4 (see Fig. 10). The left-hand side of the rule describes 
the condition that must be satisfied to promote a System instance to (i.e. be conformant with) the 
next version of the System type: a System instance S1, whose current version is v, is said to be 
conformant to the version v+1 of its System type if no evolution tag with version = v+1 exists 
with a ‘pending_evol’ link to the System S1. 

 

 
Fig. 10. Rule R4 - AdvanceInstanceToNextVersion 

In addition, the ‘pending_evol’ link has an additional use: to monitor the evolution state of each 
instance at the type-level. By looking the oldest evolution tag (i.e. with the minor version) which is 
still linked to a System instance, it lets us know: (i) the set of evolution operations the System 

The original publication is available at www.springerlink.com



instance is currently involved in, and (ii) the version a System instance currently is conformant to, 
by decreasing the version provided by the oldest evolution tag found. 

4.1.2 Updating of Architectural Types 
 

Finally, in order to fully understand our approach, the update operation is described here. This 
operation replaces a type version by another and updates its instances, keeping all their existing 
connections and their internal state. This is formalised by two transformation rules: UpdateAEType 
and ReplaceAE, which act at the type-level and the instance-level respectively. The context where 
these rules are executed are: the System specification that contains the type to update, and the 
instances (or Configurations) that have imported and instantiated the type to be updated.  

On the one hand, the UpdateAEType rule models the updating of a type version by a new one, 
keeping the existing interaction patterns. Let us recall that in the PRISMA model, the type-level 
defines the interaction patterns among types (i.e. what kind of interactions are allowed), and 
consequently, the interactions among their instances. When updating a type, the existing 
interaction patterns must be preserved, in order to guarantee the coherence of interactions at the 
instance-level: the instances that were connected/attached to the old, updated instance must be able 
to interact with the new, evolved instance.  

The coherence of interactions can be only guaranteed by requiring the new type version to be 
syntactically and semantically compatible with existing interactions; otherwise, the update 
operation must not be performed. That is, compatibility evaluation when performing an update is 
focused on the interactions that the old type has, instead of focusing on the type itself. The reason 
is that a new type version, despite being incompatible with its previous version, could be 
semantically compatible with the types that were interacting with the previous version. This is the 
case when, in the context of an evolution process, the removal of part of the original functionality 
is required: a new version provides less functionality than the previous version (i.e. the new 
version is not compatible with the old one), and the interactions requiring this functionality have 
been removed from the initial set of interactions (i.e. the new version is compatible with the 
resulting set of interactions). If complete compatibility (or subtyping) of the new type with respect 
to the old type were required, we would never be allowed to remove unused functionality**.  

Since interactions among architectural types are performed through ports (i.e. they are the 
points of interaction), compatibility for updating is evaluated through ports. Thus, the requirement 
to perform an update operation is that the new type provides a set of ports syntactically and 
semantically compatible with the interacting ports of the old type. On the one hand, we define a 
port px as syntactically compatible with another port, py, if it provides all the services that are 
required from py, which are defined by the set of existing interactions of py, with exactly the same 
signature (i.e. name and parameters) of each service. Note that syntactic compatibility only refers 
to the minimum set of services provided by px: this means that a syntactically compatible port may 
provide additional services or require different services than the original. The goal of the updating 
operation is to guarantee that the updating does not break the current architecture, without taking 
care of the introduction of new required services. This is the responsability of other evolution 
rules, which will evaluate if all the required services are conveniently bound, thus guaranteeing the 
consistence of the architecture. 

On the other hand, we define a port px as semantically compatible with another, py, if it provides 
the same observable behaviour as other elements expected from py. That is, the execution of the 
services of px must produce the same expected results, or sequence of traces, that py produces. 
However, the evaluation of semantic compatibility is challenging and its integration in the 
evolution model is not trivial. Since this is not the goal of this paper, the reader can refer to other 
works [ 18, 19] in order to get more details about how some issues have been addressed from a 
formal perspective. For the sake of simplicity, we have abstracted semantic evaluation this way: 

                                                           
** In fact, we could remove unused functionality from a type by removing the old version and adding the new, 

reduced one. However, in this case, the state migration of its instances would not be performed. 
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each port is provided with a function, CanInteractWith, which evaluates if another port satisfies a 
certain contract or interaction protocol, i.e. that the observed behaviour is the required. For 
instance, in a port that requires compression and decompression services, a very simple function 
could evaluate that the compression of a sample data is decompressed correctly to the original 
data. That is, each port has the responsability of validating that their required services are provided 
correctly. Thus, we could say that a port px is semantically compatible with another, py, if all the 
ports that are connected to py, and request services from py, can interact seamlessly with px. In case 
of semantic incompatibility, a factible solution is the use of dynamically generated adaptors [ 9]. 

Syntactic and semantic compatibility is reflected in the UpdateAEType rule by means of 
condition (1) (see Fig. 11): the execution of the rule is only performed if the ports of the new type 
version (i.e. parameter NewType) are syntactically (see condition 1.1) and semantically (see 
condition 1.2) compatible with the ports of the old type version (i.e. parameter OldType). The set 
of types that interact with OldType are modelled by means of a multiobject called AttachedTypes. 
The ports of the types that interact with OldType (i.e. variable p3) are used to evaluate the 
syntactic and semantic compatibility of the ports provided by NewType (i.e. variable p2). 
Moreover, since AttachedTypes includes all the types connected to OldType, in case OldType were 
connected to itself, AttachedTypes would include OldType in its set. This guarantees that the 
updating of a self-interacting type is made consistently: the ports of the new version must be 
semantically compatible with the ports of the old version. Self-interacting types are common in 
self-organised systems: different (distributed) instances of the same type (e.g. agents) interact 
themselves, sharing a common interpretation of the environment. In this case, semantic 
compatibility guarantees that instances of the old version can interact consistently with instances 
of the new version. 

 

 
Fig. 11. Rule R5 - UpdateAEType 

The execution of this rule introduces the new type version tagged for addition (i.e. see the 
symbol ‘+’ near the NewType component), and tags the old type version for removal (i.e. see the 
symbol ‘-‘ near the OldType component). The use of the addition and removal tags activates or 
constrains the behaviour of other instance-level rules. For instance: the rule R2 (see Fig. 8) not 
only will create instances of the new type version, but will also avoid the creation of instances of 
the old type version. Another example: the rule R3 (see Fig. 9) will only allow the activation of 
instances of the new type version if and only if the minimum cardinality is satisfied.  

However, in order to distinguish an update operation (which requires state migration) from an 
addition or removal operation (which also introduce addition/removal tags but do not preserve the 
instance state), this rule also introduces a relationship among the old type and the new type: the 
relationship “becomes”. It specifically models which type is going to replace the older version, and 
activates the rule ReplaceAE (which is described below) for performing the migration of the 
instances to the new type version. 

With respect to interactions, the existing connections (i.e. links to AttachedTypes, a multiobject 
which represent the set of types that are interacting with OldType) are unlinked from the type to 
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update (i.e. OldType) and linked to the new type version (i.e. NewType). This is modelled by 
tagging the old links with the symbol ‘-‘ (i.e. a removal tag) and the new ones with the symbol ‘+’ 
(i.e. an addition tag). These tags will avoid the creation of new attachments at the instance-level 
among instances of OldType and AttachedTypes, promoting instead the creation of attachments 
with instances of NewType. This way, OldType will be progressively removed from the System. 

 
On the other hand, the ReplaceAE rule models the replacement of an instance by a new one, 

migrating its previous internal state and updating its existing connections (see R6, Fig. 12). This 
rule is activated if and only if a component instance is detected in a running System which matches 
the following conditions: (1) the type of such instance (which matches in the rule with OldType) 
has a “becomes” relationship with another type (i.e. NewType in the rule); and (2) such instance 
has reached a quiescent status (represented in the rule by the symbol “[ ]” around the instance S1). 
The first condition detects that the matching type has been updated. The second condition ensures 
that the interactions of the instance to migrate are stopped, and that the instance state is consistent, 
ready to be migrated. This is guaranteed by the quiescent status [ 25], which is only achieved when 
there are no running and/or pending transactions.  
 

 
Fig. 12. Rule R6 - ReplaceAE 

The result of the execution of the ReplaceAE rule is the migration (or transformation) of an 
instance of the old type to an instance of the new type. This migration is modelled by means of the 
modification of the instance_of relationship and the transformation of the internal state. An 
instance of a type that has been updated (i.e. S1 is an instance_of the type OldType¸ which will 
becomes NewType) is transformed to an instance of another type (i.e. in the right hand part of the 
rule R6, S1 is now an instance_of the type NewType). This results in that the internal state of the 
instance (i.e. the State element inside the S1 instance, in the left hand part of the rule R6) is 
transformed to another (i.e. f(State), in the right hand part of R6), by means of a state migration 
function. This function is modelled as f() and defines the mappings from the old data structures to 
the new ones.  

There are two conditions to enable the state migration of instances: (i) the accessibility of their 
internal state, and (ii) the availability of a state migration function. On the one hand, if the old 
component type does not make accessible somehow the internal state of its instances, obviously 
we cannot migrate their state. For this reason, one of the conditions is that the old type provides a 
mechanism to get the internal state of its instances at runtime: this can be achieved by means of 
reflection, or by specialized functions that return the internal state to authorized requests (e.g. the 
migration function of a new version of the same type). This condition is explicitly included in the 
rule R6: the State of S1 is visible, at least in the context of the rule. However, the rule does not 
reflect to whom it is accessible. It will depend on the specific implementation. 

On the other hand, the new component type must provide a function to create new instances 
from the data structures of a previous type version. Otherwise, the state of an old instance could 
not be introduced into a new instance. The implementation of this function can be provided by 
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means of a specialized constructor of the new type version which creates a new instance from the 
state of an instance of the previous type version. This condition is also explicitly included in the 
rule R6: NewType provides a function f , which results in the transformation of the original state of 
S1 after the execution of the rule. The specific details for the creation of state migration functions 
are outside the scope of this paper. This rule only models the presence of such functions and what 
is the result obtained after the execution of the rule. If a state migration function is not provided (or 
the state of the instance is not accessible), then the old state cannot be migrated and is simply lost. 
However, the reader can refer to the works of Ritzau & Andersson [ 37], or Vandewoude & 
Berbers [ 46] for further details about how to automate the creation of state migration functions.  

Another result of the execution of the ReplaceAE rule is the updating of the links of the instance 
to evolve. The set of instances that are interacting are represented by a multiobject called 
AttachedInstances, and their corresponding types by another multiobject, AttachedTypes. Note 
that, as a result of the execution of the type-level updating rule, the interacting types (i.e. 
AttachedTypes) are semantically compatible with the updated type (i.e. NewType). As a 
consequence, their instances (i.e. AttachedInstances) will be also semantically compatible (i.e. 
they could interact correctly) with the instance after evolution. The updating of links is modelled 
by means of the modification of instance_of relationships (which link the instance-level with the 
type-level): the attachments (i.e. links among instances) belong to different attachment types (i.e. 
patterns of interaction) before and after the execution of the rule. This means that, when the rule is 
executed, the existing links with other instances are deleted and replaced by new ones, but which 
point to the updated instance instead of the old one. Then, all the elements could start interacting.  

Finally, note that rule R6 is abstract enough to model two kind of update approaches: type 
substitution and type transformation. One the one hand, in type substitution approaches, which has 
been commonly used in dynamic updating approaches (e.g. [ 26,  37,  40]), updating is performed 
through the replacement of instances of the old version by instances of the new version. Old 
instances are completely stopped and their state is migrated to new, updated instances. On the 
other hand, in type transformation approaches (e.g. [ 13]), the updating is performed by the 
transformation of the internal structure of old type instances to accommodate the elements 
introduced by the new type. From outside, an evolved instance keeps the original boundaries, links 
and state, but also integrates the behaviour added by the new type. From inside, only the elements 
that have been affected by the change are modified: their state is migrated to new ones, whereas 
the state of non-changed elements is kept intact. Type transformation approaches are better suited 
to partially change large architectural types (e.g. servers), because they do not require stopping the 
entire architectural instance, but only the required parts of the instance.  

This is the focus that have been used in our proposal to model recursively the evolution of 
PRISMA Systems. From outside, the evolution of a System is perceived as a type substitution: its 
instances are replaced by new versions having their state migrated. However, from inside the 
evolution is performed as a type transformation: the differences among the new type specification 
and the current specification are used to incrementally change the original instances, by means of a 
set of evolution operations (e.g. see Fig. 5). This strategy can be recursively applied, until (i) the 
decomposition of a type is not advisable (i.e. more than the 60% of type structures are going to be 
changed), or (ii) the internal composition is neither available or modifiable (e.g. COTS).  

4.2. Graph-Based Abstract Description of the Evolution Semantics 

The semantic rules described in the previous section are formalised by mapping their architecture-
based concrete description to a graph-based abstract description. Then, the graph-based abstract 
rules can be entered in a graph transformation tool, such as AGG [ 1], to simulate and validate their 
execution. This will allow us to analyze some properties and dependencies from an high 
abstraction level (e.g. interaction dependencies, instance-level implications, etc.). In order to do 
this, the first step is the definition of a type graph, i.e., a graph representing a metamodel to define 
the concepts and relations in the domain. Instances of this metamodel are called instance graphs. 
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They represent the runtime states of the system and are subject to modification by transformation 
rules: given a valid instance graph and a rule, the rule could be applied to the graph to produce a 
new graph. If this graph satisfies the constraints of the type graph (i.e. the metamodel) it 
constitutes the successor state in the runtime model of the system. Note that elements of type 
graphs are not types in the architectural sense, but metamodel elements. In order to model the 
evolution of both types and instances, an instance graph must include not only instances (e.g. 
Configurations), but also the types that provide the behaviour of these instances (e.g. Systems). 
Therefore, a type graph must describe the ontological metamodel [ 4] of the concepts that are going 
to be subject to evolution. That is, the type graph must describe both the meta-types (i.e. the 
properties and relations among types) and the meta-instances (i.e. the properties and relations 
among instances). In addition, this type graph should also include the concepts required to describe 
how the concepts evolve over time: the evolution tags.  

 

 
Fig. 13. Type Graph of PRISMA with Evolution Tags 

Fig. 13 shows the type graph that includes the concepts of the PRISMA metamodel and the 
concepts related to the evolution of types and instances. The ArchitecturalElement concept 
represents simple PRISMA architectural elements (i.e. not composed elements), which provide or 
request services through a set of Ports (see the Port concept in the metamodel). The System 
concept represents composed PRISMA architectural elements: they are composed of several 
architectural elements (AEType), which are connected by means of attachments (AttachmentType) 
and/or bindings (BindingType). Since a System is also an architectural element (e.g. it has ports), it 
inherits its behaviour from the ArchitecturalElement concept. The AEType concept provides an 
alias for an architectural element that is imported into a System and the allowed cardinality in such 
System. There are three kind of evolution tags: Added, Removed, and Update. However, the latter 
is only used by stateful entities, i.e. architectural elements. The reason is that the update of 
stateless entities (like attachments, bindings and ports) can be reflected by means of a removal tag 
and an addition tag. In the case of stateful entities, this is not enough, since the state must be 
migrated from the old entity to the new one. For this reason, the updated concept has a link (called  
replaced_by) to the architectural element that is going to replace the tagged element. All the 
evolution tags (see the concept Evol_Tag) have a link to the System instances (i.e. Configurations) 
that are pending to be evolved. Finally, the metamodel defines what are the elements of the 
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instance-level, their properties and relationships (see Fig. 13, meta-instances). Note how the 
quiescent status has been added to the concept AEInstance, in order to reflect when an instance is 
ready to be evolved. 

Fig. 14 illustrates how an instance graph looks like: it includes type-level concepts and 
instance-level concepts. In particular, the type-level concepts included in this graph are related to 
the System Sys, after the type-level execution of the evolution process “E0:Sys.v0 Sys.v1”: it 
removes the architectural type B and adds the type C (see Fig. 5). The System Sys is modelled as a 
graph, and each one of its structural elements (ports, architectural types, and connections) are 
modelled as nodes of this graph, according to the type graph described above. For instance, the 
type A is modelled with two graph nodes: (i) an ArchitecturalElement node named “Comp_A” 
which defines the behaviour of the type and which is linked to the Port nodes named “PClient” 
and “PServ”; and (ii) an AEType node named “A” which defines the usage restrictions of such 
type in Sys: a minimum and maximum cardinality of 1. Note how the elements that have been 
affected by the evolution process (i.e. the attachment types Att_AB, Att_AC, and the architectural 
elements B, C) have been tagged with removal or addition tags. Finally, the instance graph shows 
some elements of the instance-level (see M0): the Configuration C1, which is still conforming to 
version 0 of Sys.  

This graph is a clear example of the benefits of using an architecture-based concrete description 
instead of a graph-based abstract description to describe the evolution semantics: the former is 
more concise than the latter. However, the former cannot be automatically validated and/or 
formally analysed to detect inconsistencies. 

 

 
Fig. 14. Instance graph of the Sys type (at version 1) with the C1 instance (at version 0) 

An example of the mapping of an evolution rule to a graph transformation rule is shown in Fig. 
15. This figure shows how the reconfiguration operation CreateArchitecturalElement has been 
modelled in AGG, renamed as CreateAE. The execution of this rule requires three  input 
parameters: configName, the name of the Configuration where a new instance is going to be 
created; typeToInstantiate, the name of the type to instantiate; and newID, the identifier of the new 
instance to create. The left-hand side of the rule describes the initial matching (see Fig. 15, center) 
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required to execute the rule. The instance graph must contain a Configuration node whose attribute 
“name” equals to configName. This node must be linked to a System node (by an instance-of 
relationship), which in turn is linked to an AEType node with an attribute “name”=typeTo 
Instantiate. This checks that the type to instantiate is declared in the Configuration type (i.e. the 
System node sysName linked to the Configuration). The right-hand side of the rule describes the 
result of the transformation rule: a new AEInstance node, whose attribute “ID” is newID, has been 
created and linked to the selected Configuration node (i.e. 2:Configuration). In order to reflect the 
fact that the new instance is in a quiescent status, it is also linked to a Quiescent node.  

 

 
Fig. 15. CreateAE: mapping of rule R2 in the AGG [ 1] tool 

The complex conditions defined by the rule R2 (see Fig. 8) have been modelled by a set of 
NACs (Negative Applicable Conditions) and attribute conditions (see Fig. 15, left). These 
conditions allow the execution of a graph transformation rule only if: (i) none of the defined NACs 
matches with the instance graph, and (ii) all of the attribute conditions are true. Here is described 
how complex R2 execution conditions have been modelled in AGG: 

 (i) If typeToInstantiate has been removed from the System type (i.e. it has been tagged for 
deletion), it must have been removed in a System version greater than the current Configuration 
version. This is checked by a NAC and an attribute condition. NAC1 (see Fig. 16) checks if the 
type to instantiate (i.e. the node 3:AEType) is tagged for deletion (i.e. it is linked to a Removed 
node). If true, the variable var_removed will contain this tag version number; otherwise (the type 
has not been deleted yet), it will contain the value -1. This variable is compared with the current 
Configuration version (see the first attribute condition in Fig. 17), checking that it is greater. If it is 
evaluated to false, then the rule CreateAE cannot be executed. 

 

 
Fig. 16. NACs of the graph transformation rule CreateAE  

(ii) The identifier of the new instance, newID, must not have been used previously. This is 
checked by NAC2 (see Fig. 16): if the selected configuration (i.e. the node 2:Configuration) is 
linked to an AEInstance node with an ID=newID, then the NAC condition is true and the rule 
CreateAE cannot be executed. 
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(iii) If typeToInstantiate has been added at runtime (i.e. it is tagged with an addition tag), it 
must have been added in a System version less than the current Configuration version. This is 
similarly checked as with the removal case. See NAC3 in Fig. 16 and the second attribute 
condition in Fig. 17. 

(iv) The number of existing typeToInstantiate instances in the Configuration must be lower than 
the maximum cardinality defined in the System type. This is checked with the help of an auxiliary 
node, TypePopulation (see Fig. 15), which keeps the number of instances (attribute population) of 
a type (attribute typeName) that have been instantiated in the Configuration it is linked to. Then, an 
attribute condition (see the third attribute condition in Fig. 17) checks that the population, p, of the 
selected TypePopulation node (i.e. this which attribute typeName equals to the type to instantiate, 
typeToInstantiate) is less than the maximum cardinality, maxC, of the selected AEType node. 

 

 
Fig. 17. Attribute conditions of the graph transformation rule CreateAE  

5. Discussion 

The main goal behind the use of self-adaptive/self-organizing systems is the realization of quality 
attributes (e.g. performance, reliability, dependability, etc.). These quality attributes are measured 
at runtime to prevent their degradation, and in such a case, corrective actions are automatically 
performed by the system [ 23, 32]. These corrective actions may involve runtime adaptations or re-
organizations of the system, following some rules or guidelines introduced at design-time. 
Therefore, in such systems, runtime adaptations/reorganizations are part of the system behaviour. 
Dynamic evolution is beneficial in this kind of systems not only for introducing unforeseen 
changes to the functional concerns of the system, but also for changing the self-adaptive/self-
organizing concerns of the system, like the adaptation rules or the algorithms that guide the local 
organization of system nodes.   

However, the question here is to what extent a dynamic evolution process may impact, or be in 
conflict with, existing self-adaptive/self-organizing behaviour. For instance, the dynamic update of 
a subsystem may affect (at least temporarily) a quality attribute (e.g. performance) of the whole 
system. This could trigger the activation of self-adaptive behaviour, which may be in conflict with 
the dynamic evolution process. In order to address these possible conflicts, two possible scenarios 
must be considered. On the one hand, if self-adaptive behaviour is triggered by the instance (or 
subsystem) that is being evolved, the dynamic evolution process must prevail: external, ad-hoc 
changes upon a type should be prioritary instead of programmed management operations. The 
reason is that incorrect or conflicting self-adaptive behaviour may prevent the installation of 
updates, leading an instance to be indefinitely out-of-date. This does not mean that current 
executing processes must be aborted, but that new processes must be postponed in benefit of the 
execution of a dynamic evolution process. That is, when a self-adaptive action is going to be 
performed, the dynamic type change should be executed first, and then the need for the self-
adaptive action should be reevaluated. This is reflected in our approach: there may be conflicts 
among the execution of a dynamic reconfiguration rule (based on an outdated type) and the 
integration of a new type version (e.g. see rules R2 and R3). The transformation rules take this into 
account: in presence of a new type version, the dynamic reconfiguration behaviour is constrained 
to fulfill the changes imposed by the new, evolved type, instead of the current type.  

On the other hand, if self-adaptive behaviour is raised by other subsystems (i.e. not being the 
subject of an evolution process), the presence of dynamic evolution processes must be notified to 
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these subsystems to avoid conflicts. For instance, if a dynamic evolution process is applied on a 
server component instance, then the performance of the processing rate of requests will invariably 
decrease. Then, if a self-adaptive subsystem detected this decrease on performance, it might 
trigger a dynamic reconfiguration policy for creating new instances of the “delayed” server 
component. In our approach, this decision would not be a problem: since a type is the first on 
being evolved, the new instances of the server component would be conformant to the new type 
version instead to the old one. And when the server instance that was evolving would finish its 
evolution, it could continue serving requests (probably better, since it has been updated/corrected). 
However, if the self-adaptive subsystem had decided to disconnect all the server component 
instances of the type that is being evolved and use a different server type, then the dynamic 
evolution of the server type would have been useless. A way to overcome these unpredicted 
situations is to generate an event to notify that an instance is temporarily unavailable due to an 
evolution process. This event should be notified to the neighbours of the evolving instance and/or 
to the self-adaptive subsystems. This way, a self-adaptive subsystem could take this information 
into account to postpone the evaluation of the quality attributes that are affected by the evolving 
instance. We have modelled this event in our approach by using the quiescent status: when an 
instance achieves this status is because it is engaged in an evolution process. Then, this 
information can be used by other subsystems (like a self-adaptive subsystem) to avoid 
reconfiguration conflicts. 

In general, the execution of a dynamic evolution process will have an impact on some quality 
attributes of the instance to evolve and its context (mainly performance). In most cases, this impact 
will be temporary, since it is related to the execution of an evolution process and this evolution 
process has a limited duration. In fact, after the finalization of the evolution process, generally the 
quality attributes of the system will recover its previous values (or better values, if the installed 
updates benefit these attributes). However, in the worst case, it may happen that the installed 
updates degrade the overall quality of the system (e.g. some interrelations have not been 
considered by the architect).  In this case, the dynamic updates can also be reverted by using the 
version management we have described in this paper: since a type specification keeps all the 
information of previous versions, in case anything fails, the changes could be reverted.  

The approach presented in this paper captures the dynamic evolution process at a very high 
level of abstraction, as a sequence of gradual, asynchronous changes on both type and instance-
level. We have chosen graph transformations to describe the evolution process because they 
naturally model both the system itself (as a graph of types and configurations) and the 
asynchronous nature of its evolution (by individual application of rules without global control). As 
opposed to logic-based formalisations [ 43] or process calculi approaches [ 10,  15], the use of 
graphs allows us to represent the system and its runtime state at a high level of abstraction. The 
direct mapping between graphs and visual models resembles that between UML diagrams and 
their metamodel-based abstract representations. We have shown that graph transformations allow 
to describe precisely and concisely the principles and mechanisms of dynamic evolution: (i) how, 
in presence of change, will the involved type and instances react, and (ii) how will their 
interactions with other elements be managed. 

However, the details of how the quiescence status is achieved by instances have been explicitly 
excluded from the model. The reason is that this would require modelling also the instance 
execution model: for modelling the safe stopping of running transactions and the blocking of new 
service requests, the model should also include how instances process and execute service 
requests. This would add excessive complexity on the evolution model, thus eliminating the 
benefits of a concise description. We have decided to simply model quiescence as an attribute of 
an instance, which describes when this status is reached. The concrete semantics have been left to 
the infrastructure (i.e. the middleware). More details of the semantics can be found in [ 25,  47]. 

Finally, one consideration remains concerning the management of inactive type versions (ie. old 
versions without instances). Version inactivity (as described in section 2) must be considered 
within the context of a System. Every System has a local copy of a type, and each local copy can 
integrate the updatings (i.e. versions) at different times: a version may be inactive in one System 
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(because it has been evolved), but still be active in another System (because due to semantic 
incompatibility the new version cannot be introduced). For this reason, the accessibility of inactive 
versions must be guaranteed, by storing them in a database or filesystem for future reference.  

6. Related Work 

Several works have addressed the dynamic evolution of software systems. Segal and Frieder [ 40] 
reviewed the first approaches (around the late 1970s and earlier 1980s) to support dynamic 
program updating. Such earlier works were mainly based on supporting the evolution of 
procedure-oriented programs, with few emphasis on the concepts of types and instances. However, 
Fabry’s work [ 20] investigated the updating of (abstract) data types and the migration of their 
instances. His work provided deferred updates, using version attributes to distinguish the out-of-
date instances. The main mechanism used was the use of indirections at code segments: all the 
calls to the old code were updated with the address of the new code segment. Thus, running 
processes could continue executing the old code, whereas new processes would start executing the 
new code. However, this means that not only the old code segment is modified, but also the calling 
programs, which results in invasive evolutions. The benefit of current architectural approaches, as 
our work, is that interactions among processes are made explicit and separated from the functional 
behaviour, thus facilitating their evolution. Another limitation of Fabry’s work is that external 
interfaces could not be modified.  

With the expansion of object-oriented languages and frameworks, the distinction among types 
and instances (e.g. classes and objects) become evident, and also the need for dynamically 
updating both. JDRUMS [ 2, 37] provides transparent dynamic updating features to Java programs, 
by means of a modified Java Virtual Machine. It extends the Java class loader (i.e. the Class and 
Object Java meta-types) to include a link to the class (or object, respectively) that replaces it. 
When a class is dereferenced, JDRUMS checks if it has been updated and then returns the last 
version. Object updates are performed when they are dereferenced; their old, internal state is 
converted to the structure of the new class. Thus, different versions of the same class, as well as 
their objects, can coexist simultaneously: asynchronous evolution is supported. Other works also 
address the dynamic evolution of Java programs by extending the default class loader, such as 
Malabarba et al. [ 26] and Wang et al. [ 48]. However, both approaches perform a synchronised 
dynamic evolution, not suitable for distributed systems.  

Most of the techniques for supporting dynamic evolution only differ on how the indirection is 
managed. An interesting review of the wide range of techniques proposed can be found at [ 27]. 
For instance, PROSE [ 31] supports the dynamic weaving of new concerns (which are implemented 
as methods) to the existing code. It uses code interception and redirection to introduce the new 
code. However, the use of multiple type versions is not considered, neither the migration of 
running instances. In general, the existing works describing how to support dynamic evolution are 
focused on the implementation details. The contribution of our work is that we provide a high-
level model for describing the evolution.  

Dynamic evolution has also raised the interest in the area of software architecture [ 7, 10, 15, 32]. 
However, the interest has been mainly focused on the description and/or support of the dynamic 
(self)reconfiguration of a single system instance (i.e. a composite component instance), according 
to an overall architectural specification, style or pattern [ 12, 14, 24]. However, the evolution of a 
type specification has not explicitly taken into account. For instance, focusing on graph-based 
approaches, the works of Hirsh et al [ 22], Wermelinger et al. [ 49], or Bucchiarione et al. [ 8] use 
typed graph grammars to describe an architectural type (i.e. a style or a pattern) and graph 
instances to describe architecture instances. Then, typed graph transformation rules are used to 
model the dynamic reconfiguration, keeping the architectural type intact. We have also used typed 
graph grammars as the basis for the formalization of the dynamic evolution process. However, we 
have used typed graph grammars to represent a software architecture metamodel (i.e. PRISMA) 
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and graph instances to represent both an architecture type and the set of its instances. Thus, graph 
transformations can change the type and its instances, while taking into account both type 
constraints (defined in the left-hand side of rules) and the metamodel constraints (defined in the 
typed graph).  

Other approaches that have addressed dynamic evolution from an high-level of abstraction are 
those based on reflective concepts, such as [ 3, 5, 11, 15]. Reflection is a powerful concept to 
describe the ability of a system to reason about itself and act upon itself. However, these 
approaches do not perform asynchronous evolution as covered in this work. 

7. Conclusion and Further Work 

In this paper we have introduced the semantics of the asynchronous evolution of types in the 
context of software architecture. This is an important feature for the design and development of 
large systems with a long-time usage, since it allows the introduction of concurrent changes at 
runtime without waiting to sequence all changes, which would delay the introduction of needed 
capabilities or problem fixes. When considering the use of dynamic evolution support, its benefits 
(i.e. supporting the correction or improvement of executing software artifacts) should be evaluated 
against its disadvantages (i.e. a negative impact on the system quality attributes during the 
execution of an evolution process). 

This work has been focused on the dynamic evolution of the structural view of systems (i.e. the 
architecture of their subsystems). It has been addressed from a white-box perspective: the internal 
structure of the architectural instances are evolved gradually, by adding or removing its elements 
at runtime, connecting/disconnecting them, etc. From a black box perspective, this is perceived as 
a replacement of the entire architecture and the migration of their state. However, internally, only 
some parts have been changed, while keeping the state of the other elements.  

The evolution semantics described here allows the concurrent, but ordered, dynamic evolution 
of both the type and its instances. The evolution is concurrent because both the type and its 
instances evolve asynchronously, independently of each other. But the evolution is also ordered 
because instances evolve towards the last updated version of the type, while preserving the order 
in which different evolution processes (i.e. those that create new type versions) were introduced. 
Version management is carried out by means of evolution tags, which allow keeping evolution 
traceability, so that each instance can follow the evolution of its type across the time. Thus, 
although a type would evolve several times, at the end each instance would converge to the last 
version of the evolved type.  

The evaluation of the evolution semantics, by simulating all the rules in a tool like AGG, is an 
ongoing work. However, there are issues that have not been covered, such as the description of 
how runtime faults are managed. Since rules only describe preconditions and post-conditions of 
actions, it is not addressed what happens in the middle of such actions, for instance, if an evolution 
operation cannot be finished. Another issue is the correct evaluation of semantic compatibility: our 
model would have to be complemented with a mechanism to establish compatibility among types. 
In addition, further work remains, such as the definition of a fully distributed and decentralized 
asynchronous evolution model. The model presented is decentralized at the instance-level: each 
instance evolves at different times, without requiring to be located at the same node where the 
evolution started. However, the model relies on a centralized type which receives the evolution 
requests and propagates the changes to its (distributed) instances. In a fully decentralized model, a 
type may also be distributed among different nodes. In this case, when an evolutionary change is 
requested on a type, it should be propagated properly to the other nodes. Then, some issues arise 
like: (i) how to keep (distributed) type specifications synchronized; (ii) how to manage concurrent 
type evolution requests and avoid type version branching. These issues are similar to those dealt in 
versioning management approaches [ 16, 45]. This is an ongoing work which has not been covered 
in this paper. 
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